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Preface

These notes provide an introduction to some of the most commonly occurring data
structures. The language used is Java. The aim is not the greatest generality. The
DataStructures package developed here is not as extensive as the Collections framework,
first released with Java 1.2. For portable applications, you should use the Collections frame-
work where possible. The DataStructures package, however, includes graphs which are not
currently in the Collections framework; and the greater simplicity of the DataStructures
package makes it more suitable as a basis for learning about fundamental principles of data
structures and algorithms.

vi



Chapter 1

Arrays

The simplest data structures in Java are the primitive types byte, short, int, long, float,
double, char and boolean. More correctly, we should refer to the corresponding

e Byte
e Integer
e Float

wrapper classes etc. Each instance of these is capable of storing a data item of the corre-
sponding type, with public methods for manipulating that item.

The expression “data structure”, however, is usually used to refer to more complex ways
of storing and manipulating data, such as arrays, stacks, queues etc. We begin by discussing
the simplest, but one of the most useful data structures, namely the array.

1.1 Array Variables

An array variable a, say, is declared by
int[] a;

This declares a to be a variable capable of storing a reference to an array of integers.

1.1.1 Initialisation of Array Variables

Before using the variable a, it must be properly initialised, either by assignment to another
properly initialised variable of the same type, or directly as in

a = new int[20];

This instructs the operating system to find consecutive storage for 20 integers and place a
reference to that block of memory in the variable a. This is sometimes known as allocating
the array. Note that the operations of declaration and allocation can be done together as in

int[] a = new int[20];
Either way, elements of the array can now be accessed by index as in
al2] = 173;

which assigns the integer 173 to the array element 2. Elements can also be accessed using
an index variable as in a[i]. The variable i must be of type byte, short or int, but int is
the most common.
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1.1.2 Array Bounds

Arrays in Java are always zero-based. This means that the first element is a[0], the second
is a[1] and so on. The previous assignment to a[2] refers to the third element of the array.
Correspondingly the last element of the array is a[19]. Attempts to access a[20] or beyond
will lead to an ArrayIndexOutOfBoundsException at runtime, as will negative values.

1.1.3 Initialisation of Array Elements

When Java arrays are created by allocation using new, their elements are automatically
initialised to 0 for numeric types, to the null character for char arrays, to false for boolean
arrays and to the null reference for object arrays. With the possible exception of null for
object arrays, it is generally better not to rely on implicit initialisation. Explicit initialisation
makes code more secure and more intelligible. This can be done by

for (int i = 0; i < 20; i++) {
alil = 0;

}

for example.

1.1.4 Initialisation of Both Together

Arrays can be created and initialised in one operation using a list of values, as in
int[] a = {24, 65, 34, 96, 12};

This first allocates storage to the variable a for 5 integers, and secondly makes the corre-
sponding assignments to the elements of the array that has been created. The length of the
array is determined by the compiler at compile time in the obvious way. Note that new is
not used explicitly when arrays are created by lists. Note also that initialiser lists can only
be used when an array is declared. Thus

int[] a;
a = {24, 65, 34, 96, 12};

would be illegal.

1.2 Length

When an array is created its size is held in a public constant which can accessed by the
expression a.length. This is useful for ensuring that the array index stays within bounds.
For example

for (int i = 0; i < a.length; i++) {
alil = 0;

}

initialises all elements to 0 in a safe way.

1.3 Assignment

Arrays are treated as Objects in Java and, as such, obey the same rules for equality and
assignment. We recall these here in the context of arrays.

An array variable is a reference variable. It stores information about where to locate the
array elements. As a result, all array variables require the same amount of storage, namely
one machine word, irrespective of the size of the arrays or the nature of their elements. For
example, when an array variable is initialised by
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int[] a = new int[20];

storage is obtained for 20 integers and the address of that block of memory (or some record
that includes it) is placed in the variable a. If we now declare another array variable

int[] b;
and make the assignment
b = a;

the variable b now holds the same address as a. But there is still only one array; there
are now two ways of addressing it. Any change to b[i] will change a[i] identically, and
conversely, because they refer to one and the same memory location. For that reason, array
variable assignment should be used with caution.

If you want to create a copy of an array, you have to work harder, for example:

b = new int[a.lengthl;

for (int i = 0; i < a.length; i++) {
bli] = a[il;

}

There are now two distinct arrays, of the same length and with the same contents. Change
to either will leave the other unaffected. (Note that if a and b were arrays of objects, rather
than arrays of primitive types, the two arrays might still refer to overlapping data, but we
shall not pursue that further here.)

1.3.1 Equality
Equality behaves in a similar way. The expression
a == b;

is true if and only if the array variables a and b store the same address. More commonly you
might wish to check whether a and b are of the same length and have the same contents. In
that case, you need to write your own simple method.

1.4 Arrays as Parameters

Array variables can be used as parameters to methods. When an array is passed in this way,
a copy is made of the actual parameter. Since this is only a reference to the array, only
the reference is copied, which makes for efficient passing of arrays to methods. The method
now has access to the elements of the array, via the reference, which means that they can be
changed as the method chooses. The reference itself, however, will not be changed outside
the method.

1.5 Arrays of Objects

So far we have only considered arrays of elements of the various primitive types. All elements
of such an array must be of the same type. But we can also have arrays of objects of any
class. For example

String[] words = new String[20];
creates a String array with 20 elements. More generally we can have Object arrays. Thus

Object[] heap = new Object[20]
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declares heap to be an array of 20 Objects.

It is important to remember that arrays must be initialised if they are to hold data that
is different from the default initialisation. For arrays of Objects, the default initialisation is
the null reference. Thus, with the declaration of words, we have not created any strings.
Elements of the words array must be initialised, for example, by

words [O] = new String("");

which assigns to the array element words[0] a reference to the empty string.
An alternative way of initialising string arrays is by an initialiser list, for example

String[] words = {"the", "cat", "sat", "on", "the", "mat"};

which initialises words to be an array of length six containing the specified strings.

1.5.1 Multi-Dimensional Arrays

The elements of an array can themselves be arrays. This is a special case of having arrays
of Objects. But in this case the original array is said to be a multidimensional array.
The following example declares and creates a rectangular integer array with 10 rows and 20
columns:

int a[][] = new int[10] [20];
It can be initialised by code such as

for (int i = 0; i < a.length; i++) {
for (int j = 0; j < a[il.length; j++) {
alil[j]1 = 0;
}
}

The elements are accessed as a[i] [j]. This is a consistent notation since a[i][j] is element
j of the array a[i]. This element is said to be in row i and column j. Note that a.length
has the value 10 and each a[i].length has the value 20.

Two-dimensional arrays can, of course, be square e.g.

int a[][] = new int[10][10];

They can also have different numbers of columns in each row. For example, the following
code declares a (lower) triangular array in which row a[i] has i+1 elements.

int a[][] = new int[10][];
for (int i = 0; i < a.length; i++) {
ali] = new int[i+1];

}

Such arrays can be useful for representing symmetric matrices, a[i][j] == al[j][i], where
it is only necessary to operate on, and store, one copy of the off-diagonal elements. The
following code initialises such an array to the unit matrix, with 1’s on the diagonal and 0’s
elsewhere:

for (int i = 0; i < a.length; i++) {
for (int j = 0; j < i; j++) {
alil[j] = 0;
}
alil[i] = 1;
}

The result is
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O O =

1
01
if a.length == 3.
Multi-dimensional arrays can also be created and initialised using initialiser lists as in

int a[1[1 = {{54, 64}, {98, 12, 67}};

1.6 Array Access and Memory Allocation

One of the principal reasons arrays are used so widely is that their elements can be accessed
in constant time. This means that the time taken to access a[i] is the same for each index
i. This is because the address of a[i] can be determined arithmetically by adding a suitable
offset to the address of the head of the array. The reason is that space for the contents of an
array is allocated as a contiguous block of memory.

This feature, however, is also one of the limitations of arrays. Once the space is allocated,
it cannot be extended. There is no guarantee that the next block of memory will be free
at some time later in the execution of the program. In this sense arrays are static data
structures.

On the other hand, arrays can be allocated dynamically in Java. This contrasts with a
number of programming languages in which all array sizes must be known at compile time.
This is not true of Java. The following, for example, is valid:

int n

= 20;
int a[] =

new int[n];

Although n was initialised here at declaration, it could equally have been set in any way
during program execution, e.g. as a consequence of file or keyboard input. It is still true,
however, that once space has been allocated, it cannot be extended.

In order to overcome this limitation, Java provides a Vector class in the java.util
package which effectively provides arrays that can grow or shrink dynamically. In reality,
however, once the array is full, another larger array is created and the contents of the first are
copied into the second; but this is opaque to the user. We shall need a facility like this when
dealing with stacks and queues. But it will be clearer to write the simple code necessary
explicitly when it is needed.



Chapter 2

Stacks

A stack is a data-structure providing two basic methods, usually called push and pop. It is
a way of buffering a stream of objects, in which the last in is first out (LIFO). The objects
could be data items for processing, instructions pending execution, etc.

A common picture is that of a pile of plates. The first plate begins the pile. The next is
placed on top of the first, and the next on top of that, and so on. A plate may be removed
from the pile at any time, but only from the top. The order of pushing plates onto the pile
or popping them from the top is arbitrary. There will always be a certain number of plates
on the pile. Pushing a plate onto the pile increases the number by one; popping a plate
decreases it by one. But naturally you cannot pop a plate off an empty pile. Nor can you
push a plate onto a full one—at least if there is a maximum number of plates the pile can
hold. So these two conditions need to be monitored.

2.1 Simple Implementation

Figure 2.1 shows a simple implementation of the idea. The stack is represented by a private
array of objects

private Object[] stack;

which means that anything can be placed on the stack, provided it is represented as an
Object. There is also a private pointer to the top of the stack

private int top;

This will represent the index in the array at which the next object pushed onto the stack
is to be stored. This increases by one when another object is pushed onto the stack, and
decreases by one when an object is popped.

There is a single constructor

public SimpleStack(int capacity) {
stack = new Object[capacity];
top = 0;

}

which requires the user to specify the maximum capacity of the stack. For example, an
application might declare a stack using

SimpleStack s = new SimpleStack(20);

The constructor then assigns a new array of 20 objects to the instance variable stack and
sets the top pointer to zero.
There are two public methods for monitoring the status of the stack:

6
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public class SimpleStack {

private Object[] stack;
private int top; // for storing next item

public SimpleStack(int capacity) {
stack = new Object[capacity];
top = 0;

public boolean isEmpty() {
return top == 0;

}

public boolean isFull() {
return top == stack.length;

}

public void push(Object item) throws Exception {
if (isFull(Q)) {
throw new Exception('"stack overflow");
} else {
stack[top++] = item;
}
}

public Object pop() throws Exception {
if (isEmpty()) {
throw new Exception("stack underflow");
} else {
return stack[--top];

}

Figure 2.1: A simple implementation of the stack.
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public boolean isEmpty() {
return top == 0;

}

public boolean isFull() {
return top == stack.length;

}

The stack is empty when the top pointer is zero, and it is full if the top pointer is equal to
the size of the stack array. This is because top now lies beyond the bounds of the array.
Pushing an object onto the stack is simple.

public void push(Object item) throws Exception {
if (isFullQ)) {
throw new Exception("stack overflow");
} else {
stack[top++] = item;
}
}

If the stack is full, we must raise an exception. Otherwise the item is stored in stack[top]
and top is incremented by 1, ready for storing the next push. The last line is equivalent to

stack[top] = item;
top = top+l;

Popping an item from the stack is similar, except that we must now raise an exception if
the stack is empty.

public Object pop() throws Exception {
if (isEmpty()) {
throw new Exception("stack underflow");
} else {
return stack[--top];
}
}

Notice that we must now decrease top by 1 before accessing the top of the stack. This is
because of our convention that top points to the next free place in the stack, where a push
will be written. The last item pushed onto the stack is therefore at top-1. We have to
decrease top by 1 when we pop from the stack in any case. Our convention means that we
do it first. The last line is equivalent to

top = top-1;
return stack[top];

A brief discussion of the use of exceptions in the DataStructures package is provided below
in Section 2.5.

2.2 Interfaces

Notice that clients of the SimpleStack class only have access to the stack through the public
methods isEmpty, isFull, push and pop. The actual stack array and the pointer top
are private and cannot be directly manipulated by the client. In fact it is not necessary to
implement a stack using an array. We shall see how it can also be implemented using a linked
structure.

From the client’s point of view, details of the implementation are secondary. The primary
consideration is that it provides the necessary functionality, so that it interfaces correctly with
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public interface Stack {
public boolean isEmpty();
public void push(Object item);
public Object popQ);

Figure 2.2: An interface for the Stack abstract data type.

the client’s program. We can express these ideas by using the Java construct of an interface.
A simple interface for a Stack of objects is shown in Figure 2.2. In the specification of the
interface, only the methods, their parameters and return types are shown. You will see
that the isFull method has now disappeared. This is because we want the stack to have a
adjustable size so that, subject to general memory limitations, it is never full. The isEmpty
method remains. We can never pop an item off an empty stack. The interface requires that
pop throws a NoSuchElementException if an attempt is made to do so.

2.3 Implementation

Figure 2.3 shows the code for a class StackArray that implements the Stack interface. The
principal novelty lies in the push method. This now checks first whether the current stack is
full. This is indicated by the stack pointer top being positioned just beyond the bounds of
the current array, i.e. by the truth of the condition (top == stack.length) so we cannot
write to stack[top]. In that case we expand the stack by first creating a new array called
newStack, twice the size of the current stack array. The contents of the old array are copied
to the new array using

System.arraycopy(stack, 0, newStack, 0, stack.length);
This is equivalent to

for (int i = 0; i < stack.length; i++) {
newStack[i] = stack[i];
}

but we have used the arraycopy method from the System class since it is likely to be more
efficient. Finally reference to newStack is assigned to the instance variable stack. After this
reassignment, the original array can no longer be addressed and it is available to the garbage
collector for recovery. We can then proceed as before.

The only other novelty lies in the public constructor StackArray(). This now takes no
arguments. Since we are able to expand the stack to fit the problem, there is no need for the
client to specify the size. This implementation takes the smallest stack as default, namely a
stack of size 1. It could be argued that there would be little use for such a small stack, and
that the default should be 2, 4, 8 or whatever. That would be a fair modification, although it
would involve a conventional decision about the default initial size. It would also be possible
to provide another constructor taking an initial stack size as parameter; but we aim to keep
things as simple as possible.

The idea of expanding the stack by a factor of two, when necessary, is sensible. It is a
rough adaptation to the scale of the particular application. We want to get the size right to
within an order of magnitude. You could imagine someone asking for a ball-park figure: “are
we talking tens, hundreds, thousands or what?” Scaling up by a constant factor, a say, is the
simplest expression of this idea. We choose a = 2 but you could choose a = 10. For a = 10
there would be fewer copies needed to achieve a given stack size, but you might end up with
ten times the stack size you really need. Or you might choose a = 1.5 but this begins to
appear fussy. There is no general algorithm for trading between possible waste of time and
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import java.util.NoSuchElementException;
public class StackArray implements Stack {

private Object[] stack;
private int top; // for storing next item

public StackArray() {
stack = new Object[1];
top = 0;

}

public boolean isEmpty() {
return top == 0;

}

public void push(Object item) {

if (top == stack.length) {
// expand the stack
Object[] newStack = new Object[2 * stack.length];
System.arraycopy(stack, 0, newStack, 0, stack.length);
stack = newStack;

}

stack[top++] = item;

}

public Object pop() {
if (top == 0) {
throw new NoSuchElementException();
} else {
return stack[--top];

}

Figure 2.3: A dynamic implementation of the stack.
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possible waste of space. The choice a = 2 is a reasonable compromise which is hardwired
into the code here for simplicity. Note that an alternative is to add a constant amount to the
current stack size, rather than multiply by a constant amount. This has the advantage of
bounding the possible waste of space. But then the increment can only sensibly be specified
by the user. (The current java.util implementation of the Vector class, offers the option
of specifying an additive capacity increment. Otherwise, a multiplicative increment of 2 is
used by default, as here.)

Note that the java.util package provides a Stack class which extends the Vector class.
This also provides a peek method enabling an application to look at the object at the top of
the stack without removing it from the stack, and a search method for locating an object
in the stack. These would be very easy to implement. The implementation of Stack as an
extension of the Vector class is at odds with the present approach, since there is no need to
implement a stack in this way. It might be implemented by a linked list, for example, as we
shall see below.

2.4 Demonstration

Figure 2.4 shows a simple demonstration program for the use of a stack. This simply pushes

import DataStructures.*;
public class StackDemo {
public static void main(String[] args) {
Stack s = new StackArray();

for (int i = 0; i < 8; i++) {
s.push(new Integer(i));
}

while (!s.isEmpty()) {
System.out.println(s.pop());
}

Figure 2.4: A simple demonstration program.

8 integers onto the stack, and then pops them (in reverse order). There are three comments
to make. First note that we declare

Stack s = new StackArray();

The variable s is declared to be of type Stack, which is in fact an interface. Any instance of
a class implementing this interface can be assigned to s. Here we have assigned an instance
of the StackArray class. But we could have assigned an instance of the StackList class, to
be discussed later. If we wanted to be more specific, we could have declared

StackArray s = new StackArray();

but there would be nothing gained, since we need no method for s that might be defined
publicly in StackArray other than those the class is obliged to implement in virtue of being
a Stack. Note that it would certainly be illegal to declare
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Stack s = new Stack();

since an interface cannot be instantiated directly.
The second point to note is that, when we come to push items onto the stack, we have
to write

s.push(new Integer(i));
rather than
s.push(i);

The reason is that we have defined a generic stack, whose elements are Objects. We must
therefore “objectify” the primitive types by using the appropriate wrapper classes.

The last comment is to note the use of the isEmpty method, to avoid attempting to pop
an element from an empty stack.

2.5 Note on Exceptions

For simplicity, the present DataStructures package reuses existing Java exceptions, rather
than defining its own. Specifically, the exceptions used are

ArithmeticException
IllegalArgumentException
IllegalStateException
NoSuchElementException
UnsupportedOperationException

These are all subclasses of the RuntimeException class—the significance being that “a
method is not required to declare in its throws clause any subclasses of RuntimeException
that might be thrown during the execution of the method but not caught.”

There is some controversy concerning the use of RuntimeExceptionrather than Exception,
see for example the discussion in the Java online tutorial at

http://java.sun.com/docs/books/tutorial/essential/exceptions/runtime.html

It is certainly good practice to require the programmer to catch any exception which can
arise for reasons beyond the programmer’s control, for example when interacting with an
external device, such as a keyboard, mouse, file server etc. But the view taken here is that it
is fair practice to treat any exception, which careful programming can guarantee will never
be thrown, to be a RuntimeException.

For example, in the previous StackDemo program, we wrote

while (!s.isEmpty()) {
System.out.println(s.pop());
}

Since the pop method can only throw an exception when the stack is empty, the guard in the
while loop ensures that this can never occur. If the exception thrown by the pop method
had been declared to be only an Exception rather than a RuntimeException, it would be
necessary for the client program to catch the exception by

while (!'s.isEmpty()) {
try {
System.out.println(s.pop());
} catch (Exception e) {
// this cannot happen

X
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or for the client to state explicitly that the application as a whole throws this exception.
Neither requirement seems a fair imposition on a programmer who has been provided with
the means to ensure that an exception will not be thrown, and uses it.

2.6 Code and Demonstration

Links to the code presented here for stacks, and a simple demonstration program, can be
found in the online version of these notes.
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Queues

A queue is similar to a stack, except that you join the queue at one end and leave it at
the other. In other words, it is a way of buffering a stream of objects so that the first in is
first out (FIFO). The objects could be any data items awaiting processing, print requests,
instructions awaiting execution, etc.

We shall again use an array for storing the items in the queue. This time, however, we
shall need two pointers, one to indicate where the next item to be placed in the queue should
be stored, which we call top, and another to indicate the location of the next item to retrieved
which, we call base. Another new feature is that we shall treat the underlying array as a
circular buffer. Thus top and base are now always incremented, but when either reaches
the upper bound of the array, it wraps round back to the beginning.

3.1 Simple Implementation

Again we begin with a simple implementation of a queue of fixed maximum size, as shown
in Figure 3.1. As with stacks there is a private array in which the queue items are stored.
There are now two pointers top and base, as well as a variable size to record the number of
items currently waiting in the queue. The following explains the roll of these three variables.

Ttems to be enqueued will be written in the array at queue[top]. Items to be dequeued
will be read from queue[base]. After each write, top is incremented by one and after each
read, base is incremented by one. The exception is when either would run off the end of the
array. In that case it is reset to 0. This is the way a clock works. After 11 comes 12 = 0
and then 1 and so on.

You could think of top and base as two cars racing around a circuit. They begin level,
but then top has an unfair advantage: base is allowed to draw level, but never to overtake.
There is a restriction on top, however. It is never allowed to lap base, i.e. overtake one lap
ahead.

The amount by which top is in the lead is given by the variable size which will always
lie between 0 when the queue is empty, and queue.length when the queue is full. In simple
terms size is equal to top-base modulo queue.length. However, that is not quite accurate.
In the case top == base we cannot tell whether we have a full or an empty queue without
some further information. Recording the number of items remaining to be processed in the
queue is not the only way of supplying this information, but it is probably the simplest and
most natural.

3.1.1 Methods

The constructor SimpleQueue again asks for a queue capacity, constructs an array of that
size, and sets the queue size and pointers to 0.

14
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public class

private
private
private
private

public S

SimpleQueue {

Object[] queue;

int size; // size of the queue
int top; // for next insertion
int base; // for next removal

impleQueue(int capacity) {

queue = new Object[capacity];

size

}

public b

= top = base = 0;

oolean isEmpty() {

return size == 0;

}

public b

oolean isFull() {

return size == queue.length;

}

public v
if (

} el

}

public O
if (

} el

oid enqueue(Object item) {
isFull()) {
throw new RuntimeException("queue overflow");
se {
queue[top++] = item;
if (top == queue.length) {
top = 0;
}

++size;

bject dequeue() {
isEmpty ()) {
throw new RuntimeException("queue underflow");
se {
Object item = queue[base++];
if (base == queue.length) {
base = 0;
}
--size;
return item;

Figure 3.1: A simple implementation of the queue.

15
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The isEmpty and isFull methods are similar to those for stacks, except now we now
refer to the number of items in the queue explicitly by using size. Previously top gave not
only the place to write, but also the number of items on the stack.

The details of enqueue and dequeue are clear on inspection. The only points to comment
on are the lines

if (top == queue.length) {
top = 0;
}
and the similar one for base. An equivalent expression would be
top %= queue.length;

meaning that top is reassigned its remainder modulo queue. length. Since we know that top
is only incremented by 1 on each occasion, the first expression covers the only case that can
arise. Since it only involves an equality comparison, and no arithmetic, there is a significant
efficiency gain.

3.2 Interface

We now follow the same course as before by providing a simple Queue interface. The essentials
are shown in Figure 3.2. Again there is no isFull method since we shall use an expanding

public interface Queue {
public boolean isEmpty();
public void enqueue(Object item);
public Object dequeue();

Figure 3.2: An interface for the Queue abstract data type.

array as before.

3.3 Implementation

An implementation of the interface is given in Figure 3.3. The only new complication is the
expansion of the queue array in the enqueue method. If the current queue array is full, we
double its size and copy the old array into the new array. But the base of the old queue
need not be at 0. So we must copy the array in two blocks, first from base upwards and
then from 0 up to, but not including, base. (Note that top == base when the queue is full.)
These blocks must be contiguous in the new array, and they may as well begin as 0. (See the
documentation on arraycopy to confirm the role of its arguments.) If the queue is not full,
we skip straight to the last three lines of code, which are executed in either case.

3.4 Demonstration

A simple demonstration program is shown in Figure 3.4. This takes 8 random numbers and
places them in a queue. It then dequeues them, returning them in the same order in which
they were queued.

3.5 Code and Demonstration

Links to the code presented here for queues, and a simple demonstration program, can be
found in the online version of these notes.
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import java.util.NoSuchElementException;
public class QueueArray implements Queue {

private Object[] queue;

private int size; // size of the queue
private int top; // for next insertion
private int base; // for next removal

public QueueArray() {
queue = new Object[1];
size = top = base = 0;

}

public boolean isEmpty() {
return size == 0;

}

public void enqueue(Object item) {
if (size == queue.length) {
// expand the queue
Object[] newQueue = new Object[2*queue.length];
System. arraycopy(queue, base, newQueue, 0, size-base);
System.arraycopy(queue, 0, newQueue, size-base, base);
queue = newQueue;
base = 0;
top = size;

}

queue[top++] = item;

if (top == queue.length) {
top = 0;

}

++size;

}

public Object dequeue() {
if (size == 0) {
throw new NoSuchElementException();
} else {
Object item = queue[base++];
if (base == queue.length) {
base = 0;
}
-—-size;
return item;

Figure 3.3: An implementation of the Queue interface using a variable length array.
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import java.util.Random;
import DataStructures.*;

public class QueueDemo {
public static void main(String[] args) {

Queue q = new QueueArray();
Random r = new Random();

System.out.print ("insert:");

for (int count = 0; count < 8; count++) {
int item = r.nextInt(100);
System.out.print(" " + item);
q.enqueue (new Integer(item));

}

System.out.println();

System.out.print ("remove:");

while (!q.isEmpty()) {
System.out.print(" " + g.dequeue());

}

System.out.println();

Figure 3.4: A demonstration program for queues.
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Linked Implementations

We previously implemented stacks and queues by means of arrays. At the same time we noted
that the Stack interface, for instance, might be implemented in other ways. That was the
purpose of separating the specification of the interface from any particular implementation.
To recall, here is the interface again.

public interface Stack {
public boolean isEmpty();
public void push(Object item);
public Object pop();

}

One of the problems that we had to deal with, when using arrays, was the need to grow
the array dynamically if it threatened to overflow; and this involved copying the old array
into the new one. The present solution is to create a single new storage element for each
item pushed onto the stack. This is assumed to be recovered by the garbage collector once
that item is popped.

4.1 The Stack as a List

The idea is to represent the stack by a list. Disregarding for the present how a list might be
stored in computer memory, suppose that we begin with an empty stack corresponding to
the empty list [1. Now suppose we push 3 onto the stack. It will then be represented by the
list [3] with just one element. If we now push 2 onto the stack, it becomes [2, 3]. Note
that insertion is done at the front. A third push of 5 would give [6, 2, 3].

It is now easy to see how you pop an element off the stack. You just detach the head of
the list. The first pop returns 5 leaving [2, 3]. A further pop would return 2 leaving [3];
alternatively a further push of 4 would have left the stack as [4, 2, 3].

4.2 A List Node Class

We need to store the stack’s data items in a linearly ordered fashion. This was easy with an
array, because stack elements are already ordered by their array addresses. If we are only
going to allocate enough storage for a single element at a time, we need to create the ordering
ourselves.

The simplest approach is to store two things when we push a new element onto the stack.
We must store not only the new data item, but also a reference to the item that was previously
at the top of the stack, so that, when we pop the first item, we know what we should be left
with. Of course that previous item would have been stored in the same way, with a reference
to the one before that, and so on. So we need some way of telling that the list is terminated.
The conventional approach is to use the null reference, playing the role of the empty list.

19
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4.2.1 The ListNo

We shall store a new item in a structure, or record, with two elements. In Java we have to
define a class for this purpose. Here is one that will serve.

class ListNode {
Object data;
ListNode next;

ListNode(Object data, ListNode next) {
this.data = data;
this.next = next;

}

The ListNode class has two instance variables, data which is of type Object and next which
is also of type ListNode. There is just a single constructor which asks for the values to be
stored in the two instance variables. You can picture a list node as a pair looking like

data next

3 R

where the data field stores the contents of the node and the next field stores a reference to
the next node.

4.3 List Implementation of

sing the ListNode class, the stack can be implemented very simply as shown in Figure 4.1.
There is a single private instance variable top, of type ListNode, corresponding to the head
of the list. There is a single constructor which sets top to null. The stack is empty when
top == null. An item is pushed onto the stack using

public void push(Object item) {
top = new ListNode(item, top);
}

The single line of code forming the body of this method needs a word of explanation. On

the right, top has its original value, namely a reference to the top of the stack before this

push. A new ListNode is created, whose data field is the new item and whose next field is

the stack as it was. The variable top is then reassigned to be a reference to this new node.
When the stack consists of [6, 2, 3] it can be pictured as

top

When the stack is popped, 5 is returned and the stack becomes

top

In the pop method, it is tempting to write

return top.data;
top = top.next;

meaning that the top data item is returned, and top is then made to refer to the next node.
But the method would terminate with the return statement Doing it the other way round
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import java.util.NoSuchElementException;
public class StackList implements Stack {
private ListNode top;

public StackList() {
top = null;
}

public boolean isEmpty() {
return top == null;

}

public void push(Object item) {
top = new ListNode(item, top);

}

public Object pop() {
if (top == null) {
throw new NoSuchElementException();
} else {
Object item = top.data;
top = top.next;
return item;

Figure 4.1: A list implementation of the Stack interface.
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top = top.next;
return top.data;

means that top.next.data is returned rather than top.data. The solution is to store
top.data in a temporary variable item, as shown in the code.

4.4 List Implementation of
We recall first the Queue interface shown in Figure 4.2. Implementation of queues using lists

public interface Queue {
public boolean isEmpty();
public void enqueue(Object item);
public Object dequeue();

Figure 4.2: An interface for the Queue abstract data type.

is very similar to the implementation of stacks, except that in this case items join the queue
at the back and leave at the front. If the queue is represented by the list [5, 2], adding a
new item 3 will give the list [5, 2, 3]. In other words new items are added to the end of
the list. Removing an item from the queue is the same as for stacks. It comes off the front.

For efficiency, we need to keep track of the last item in the queue, assuming there is one.
This will be referred to by the variable back as shown in the diagram.

back

front

The code for the linked list implementation of the Queue interface is shown in Figure 4.3.
The code for dequeue is the same as the pop method for stacks. The enqueue method needs
to check first whether or not the list is empty. In that case a new node is created and the
front and back are the same. If the list is not empty, a new node is added at the back of
the old list, and this becomes the back of the new list.

Note that back refers to the last element of the list if the list is non empt . If the list is
empty, meaning that front = null, then back may refer anywhere. But if the list is empty,
no use can be made of the current reference of back, so its value is not significant.

4.5 Comparison

In comparative performance, both in terms of space and time, there is not much to choose
between the array and list implementations. For a further discussion of this issue see 16.3
of Mark Allen Weiss, ata tructures roblem olving sing ava.

4.6 Code and Demonstration

Links to the code presented here for linked implementations of stacks and queues can be
found in the online version of these notes.
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import java.util.NoSuchElementException;
public class Queuelist implements Queue {

private ListNode front;
private ListNode back;

public QueueList() {
front = null;

}

public boolean isEmpty() {
return front == null;

}

public void enqueue(Object item) {
if (front == null) {
front = back = new ListNode(item, null);
} else {
back = back.next = new ListNode(item, null);
}
}

public Object dequeue() {
if (front == null) {
throw new NoSuchElementException();
} else {
Object item = front.data;
front = front.next;
return item;

Figure 4.3: A list implementation of the Queue interface.
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numerations and Iterators

Before proceeding further, we shall pause to review two useful concepts which Java provides
for listing the elements of a collection of objects.

5.1 En merations

It is frequently useful to be able to extract the elements of a vector, list, tree, graph etc. one
at a time successively, and to do something with them. It might simply be to print them
out to the screen or to a file. There is a standard way of approaching this problem in Java,
which makes use of the Enumeration interface in the java.util package:

public interface Enumeration {
boolean hasMoreElements();
Object nextElement();

}

The hasMoreElements method of an enumeration returns true or false depending on
whether or not the enumeration is exhausted. The nextElement method returns the next ele-
ment in the enumeration, if there is a next element, so that successive calls to this method enu-
merate the elements. The nextElement method should throw a NoSuchElementException if
there are no more elements to enumerate. An implementation of the Enumeration interface
must implement these two methods.

Note that the Enumeration interface only specifies what an enumeration of a collection
must provide. It is up to the implementer of that collection to actually provide it. The
Vector class, however, in java.util does provide an enumeration method called elements.
The following code will therefore enumerate the elements of a vector v.

Enumeration e = v.elements();

while (e.hasMoreElements()) {
System.out.println(e.nextElement()) ;

}

This declares a variable e of type Enumeration and assigns to it the enumeration obtained
by calling the elements method of the Vector class.

The enumeration e is tied to a particular vector v when it is initialised; there is no need
for any further reference to the vector v. The enumeration e enumerates the elements of v
sequentially by successive calls to e.nextElement. Note that you cannot change direction
and enumerate backwards at some point. Nor can you make any change in a collection by
means of the enumeration methods. Changes could be made to the collection, in the course
of an enumeration, by some other methods. But this is dangerous. A specific danger lies in
removing from the collection the item that happens to be the current one in the enumeration.
In that case the results are unpredictable.

24
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5.2 Iterators

Current versions of Java provide an extended concept of enumeration through the Iterator
interface. This takes the place of enumeration in the Collections framework.

The additional functionality is that an iterator allows the caller to remove elements from
the underlying collection during the iteration. The Iterator interface is defined by

public interface Iterator {
boolean hasNext();
Object next();
void remove();

}

The first two methods are the same as for enumerations, except that they have shorter names.
The remove method is new. It removes from the collection the element returned by the
last call to next. For example, the following removes all elements of the vector v:

Iterator i = v.iterator();
while (i.hasNext()) {
i.next();
i.remove();

}

The remove method may only be called once per call to next. An implementation must
ensure that an IllegalStateException is thrown if either (1) the next method has
not yet been called or (2) the remove method has already been called since the last call to
next. You could think of a sequence of calls to next and remove as defining a string such
as NRNNNRNNRN in an alphabet of two characters N and R. Then a string is well-formed
provided every occurrence of R is immediately preceded by an occurrence of N. The code in
the example above corresponds to the string NRNR ...NR.

The remove method is optional. An UnsupportedOperationException must be thrown
if the Iterator does not support this operation. The view is expressed in the Collections
framework that new implementations should consider using Iterator in preference to
Enumeration . This is no real restriction, in view of the optionality of remove, and generally
we shall follow this advice.

5.2.1 ail-fast Iteration

The behavior of an iterator is unspecified if the underlying collection is modified, while the
iteration is in progress, in any way other than by calling the remove method. An implementa-
tion may nonetheless choose to guarantee that the iterator will fail quickly and cleanly if the
underlying collection is structurally modified after the iterator’s creation, other than by its
own methods. In that case an interator will throw a ConcurrentModificationException
. The iterator is then called fail fast. It is often not difficult to implement fail-fast iterators,
e.g. by keeping a record of version numbers, but we shall not generally do so in order to keep
code as simple as possible.

5.2.2 E tensions of the t to Interfa e

An iterator may provide other methods than those specified in the interface. The Collections
framework also provides an extension of the ListIterator interface which permits insertion
or modification of elements in list-like structures. In these notes we shall use just the simplest
iterators.
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Linked Lists

We have seen the usefulness of linked representations for implementing stacks and queues.
We now introduce a fuller implementation of singly linked lists. The class will implement the
following methods:

public class LinkedList {
public boolean isEmpty();
public int size();
public void addFirst(Object item);
public Object firstItem();
public void removeFirst();
public boolean contains(Object item);
public void reverse();
public Iterator iterator();
public boolean equals(Object other);
public String toString();
}

The approach here is deliberately simple. A list will be represented internally by a single
ListNode constituting the head of the list. We shall use the device of setting this to be null
to indicate an empty list. A more elegant approach to the problem of representing empty
structures, but one which is a little less straightforward, will be adopted later when we deal
with binary search trees.

6.1 Instance ariables and the constr ctor

The ListNode class is the same as we already used for the linked implementation of stacks
and queues:

class ListNode {
Object data;
ListNode next;

ListNode(Object data, ListNode next) {
this.data = data;
this.next = next;

}

The LinkedList class will now have two private instance variables, a list node head, referring
to the first node in the list, and an integer size. It has a single constructor taking no
arguments:

26
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public class LinkedList {

private ListNode head;
private int size;

public LinkedList() {
head = null;
size = 0;

}

Calling the LinkedList constructor creates an empty list represented internally by the null
reference. The size of the empty list is of course 0.
Corresponding to these two variables are the two public methods:

public boolean isEmpty() {
return (head == null);

}
and

public int size() {
return size;

}

It is not essential to maintain a count of the size of the list, but it is more efficient than
counting the size afresh each time the size method is called.

6.2 Insertion

Having created an empty list, we need to be able to insert into it. The following method
inserts an item at the head of the list, whether the list was previously empty or not:

public void addFirst(Object item) {
head = new ListNode(item, head);
++size;

}

In the first line, a new list node is created, which is to be the head of the new list. Its data
field is set to the new item and its next field is set to the head of the old list. The size of
the list increases by one.

It is convenient to be able to view the first item in the list:

public Object firstItem() {
if (head '= null) {
return head.data;
} else {
throw new NoSuchElementException();
}
}

An exception must be raised if the list is empty.

6.3 Deletion

The firstItem method only returns the first data item, it doesn’t remove it. If you wish to
remove the first item, you need the following method:
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public void removeFirst() {
if (head != null) {
head = head.next;
--size;
} else {
throw new NoSuchElementException();
}
}

Provided the list is not empty, this removes the first item. The new list is now headed
by the next field of the old list. The new list is shorter by 1. Note that the node that
was previously at the head of the list is no longer accessible, in virtue of the reassignment
head = head.next. In Java, you rely on the garbage collector to return this unused storage
to the operating system.

6.4 Testing for the presence of an item

Here is a simple procedure which tests whether or not a list contains a given item.

public boolean contains(Object item) {
ListNode current = head;
while (current !'= null) {
if (item.equals(current.data)) {
return true;
} else {
current = current.next;
}
}
return false;

}

This takes an item and returns true or false depending on whether or not the item is
present. The idea is to walk down the list comparing the current item to the item of interest.
For this purpose we introduce a local list node variable current. This is initialised to the
head of the list. The while loop walks down the list, using the reassignment current =
current.next, until it either finds the item, in which case it returns true, or else until it
reaches the end of the list with current == null. In the latter case, control reaches the last
line of code and false is returned. Note that the method tests for equality by invoking the
equals method of the current item. This might be different for different items.

6.5 e ersing a list

It is a simple matter to reverse a list, at least so far as the code is concerned. It takes a little
more thought to understand why it works.

public void reverse() {

ListNode current = head;

head = null;

while (current !'= null) {
ListNode save = current;
current = current.next;
save.next = head;
head = save;
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The idea is to build up a new list from the old one, by walking down the old list, stripping
off each node in turn and attaching it to the front of the new list. You need to work through
the code yourself to be satisfied that it works. Note that no new storage is required. All that
happens is that references to existing nodes are reassigned.

6.6 En merating elements

It is useful to offer the user a way of walking down the elements of a list one at a time. As
explained previously, this is done in Java using an Enumeration or an Iterator. We begin
by defining a method called elements which returns an Enumeration of the list. This will
later be replaced by a method which returns a more general type of Iterator. But it will
be helpful to define the simpler method first.

. .1 Enumeration
We first recall the definition of the Enumeration interface:

public interface Enumeration {
boolean hasMoreElements();
Object nextElement();

}

Our aim is to define a method
public Enumeration elements();

which returns an enumeration of the elements in the list. Then given a linked list 1, we can
print out its elements, for example, by

Enumeration e = 1l.elements();

while (e.hasMoreElements()) {
System.out.println(e.nextElement());

}

The implementation of the elements method is straightforward:

public Enumeration elements() {
return new Enumeration() {
private ListNode current = head;
public boolean hasMoreElements() {

return current != null;
}
public Object nextElement() {
if (current != null) {
Object result = current.data;
current = current.next;
return result;
} else {
throw new NoSuchElementException();
}
}

};
}

The first point to note is that this uses the Java construct of an inner class. Such classes can
be defined as members of other classes, locally within a block of statements, or anonymously
within an expression. In this case the elements method returns a new instance of a locally
defined anonymous class. Although anonymous, the returned class is declared to implement
the Enumeration interface by the code
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return new Enumeration() { ... }

The enumeration has its own private instance variable current which is initialised to be
the head of the list. The hasMoreElements method tests whether or not current is null.
Provided current is not null, i.e. we have not reached the end of the list, the nextElement
method returns the current data item and moves current to current.next. If we have
reached the end of the list, an exception is thrown. Any call to nextElement should therefore
be preceded by a check that hasMoreElements returns true. This is done, for example, by
the guard for the while loop in the previous code:

while (e.hasMoreElements()) {
System.out.println(e.nextElement()) ;

}

. .2 TIteration

We now define a method iterator which returns an Iterator over the list. Recall that an
iterator must also provide a remove method, which removes from the list the item returned
by the last call to next. The code for the iterator method is shown in Figure 6.1.

The new features relate to the remove method. We must ensure that removal is done
correctly and that the sequence of calls to next and remove is legitimate. Considering the
second point first, the iterator now makes use of a private boolean variable removeOk which
must be true when the remove method is called, otherwise remove throws an exception.
The variable removeQk is initialised to false when the iterator method is called. It is set
to true following a successful call to next, and set to false following a successful call to
remove. This ensures that calls to remove are separated by a call to next and that the first
call must be to next.

As before, the next method makes use of a private variable current which is initialised
to the head of the list. current always refers to the node whose data item will be returned
by the subsequent call to next. In fact the code for next is the same as that for nextElement
apart from references to the variable removeQk. Before examining those differences we shall
look at the remove method.

Removal of an item from a list needs to be performed with care. Consider the portion of
a list shown in Figure 6.2. The variable current points to the list node whose data item is 5.
If we call the next method, this is the item that will be returned. Suppose, instead, that we
call remove. This always removes the item that was returned by the previous call to next.
So if we call remove at this stage, the node to be removed is the one whose data item is 4.
In that case we want the item following 3 to be 5 instead of 4. This means that we must be
able to access the node containing 3. In general we need to maintain a variable which points
to the node preceding the one which a call to remove would remove. The variable previous
shown here enables us to do that. The actual removal is effected by the reassignment

previous.next = current;

and the effect is shown by the dotted line. After this reassignment, the list is as shown in
Figure 6.3.

Now we cannot call remove again until we have called next. A call to next will return
the data item in the current node, namely 5, after which current should point to the next
node as shown in Figure 6.4. We are now in a position to understand the lines

if (removeOk) {
previous = previous.next;

}

in the code for the next method. Suppose that in the situation shown in Figure 6.2 we had
called next instead of remove. In that case we should have returned 5 and the subsequent
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public Iterator iterator() {
return new Iterator() {
private ListNode header = new ListNode(null, head);
private ListNode previous = header;
private ListNode current = head;
private boolean removeOk = false;
public boolean hasNext() {

return current != null;
}
public Object next() {
if (current !'= null) {
Object result = current.data;
current = current.next;
if (removeOk) {
previous = previous.next;
}
removeOk = true;
return result;
} else {
throw new NoSuchElementException();
}
}

public void remove() {
if (removeOk) {
previous.next = current;
head = header.next;
—--size;
removeOk = false;
} else {
throw new IllegalStateException();
}

Figure 6.1: The iterator method for linked lists.

Figure 6.2: Part of a list before the removal of 4.
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Figure 6.3: The immediate result of removing 4.

Figure 6.4: The result of a subsequent call to next.

situation would be as shown in Figure 6.5. In that case current and previous are both
moved on by one. But in the case of calling next in the situation shown in Figure 6.3, only
current is moved on, the result being shown in Figure 6.4. Note that current must always
point to the node whose data would be returned by a subsequent call to next. The previous
reference must always point to the node preceding the node that would be removed following
a subsequent call to remove. After calling next in the Figure 6.3 situation, we are still at
liberty to remove the 5, so previous must not be disturbed.

The header node

There are still two points to comment on. One relates to the header variable and the other
relates to the possible need to reassign head.

The previous variable must always holds a reference to the node preceding the node
that would be removed by a subsequent legitimate call to remove. So how should previous
be initialised before any calls have been made? It is convenient, for simplicity of coding,
to introduce a dummy node whose next field is the head of the list. This is done by the
declaration

private ListNode header = new ListNode(null, head);

The data field is unimportant so, for definiteness, we initialise it to be the null object.
Assuming the original list is 1 2 3 ... when the iterator method is called, the picture
before either of the iterator’s next or remove methods is called is shown in Figure 6.6. If
either of the iterator’s next or remove methods is called, the first call must be to next. The
picture is then shown in Figure 6.7. Now suppose that remove is called. Then the situation
is shown in Figure 6.8. Since we have removed the first node in the list, the head of the list
has changed. The node to which it originally referred is no longer part of the list. The node
at the head of the list is now the one containing the data item 2. This means that head must

Figure 6.5: The result of calling next rather than remove in the situation shown in Figure 6.2
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Figure 6.6: The initial picture.

Figure 6.7: The picture after the first call to next.

Figure 6.8: The situation after removing the first item.

33
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be reassigned. This always happens when we delete the first item in the current list. For
example, we might now choose to remove the data item 2, in which case head must again
be reassigned. On the other hand, once we have decided not to remove the first item in the
current list, head no longer changes. All reassignments take place further down the list. This
explains the code

head = header.next;

The header node is fixed throughout the iteration and its next field will always hold a refer-
ence to the first element of the list, whatever removals take place. In fact this reassignment
only makes a difference if previous points to the header node, otherwise there is no way of
changing header .next. It would in fact be equivalent to replace the above line of code with
the conditional statement

if (previous == header) {
head = current;

}

but the unconditional statement is simpler and possibly more efficient.

As a final comment, we observe that many implementations of linked lists use the dummy
header node as a permanent feature, in order to deal with situations like this. For present
purposes, it is simpler to introduce it locally as needed.

6. E ality

We now implement the equality method for lists. Recall that each Java object inherits the
basic equals method of the Object class defined by

public boolean equals(Object obj) {
return (this == obj);

}

This is a very strict equality. For any reference values x and y, this method returns true if
and only if x and y refer to the same object. This means that the relation is more one of
identity than equality.

A more useful idea of equality for lists is that the two lists are equal if the have the same
elements, and in the same order. This is shown in Figure 6.9. The parameter of the method
is an Object rather than a LinkedList. This is because we want to override the Object
method, so we must use the same form. In any case we want to be able to say of our linked
list whether or not it is equal to anything else, not just a linked list.

We first check whether the other object is null. If it is, our linked list cannot be equal
to it. (Remember that an empty list has head equal to null, but the list, as an object,
is not null). Provided other is not null, we can ask whether other is an instance of a
LinkedList. We are relying here on lazy evaluation of disjunction. Assuming that other is
indeed a LinkedList, we can ask whether it has the same size as our list. This is a simple
and efficient check to perform at this stage. If the other list is of a different size, it cannot
be equal to our list. Note that we have to remind the interpreter or compiler that other
is a LinkedList by referring to ((LinkedList) other).size. If all these tests have been
passed, we know that other is a linked list of the same size as ours. So now we only have to
run through the elements of the two lists checking whether they are the same. To do that,
we invoke the equals method of the data items in our list. As soon as we find a failure of
equality we can return false. If we exit the while loop without returning, we have reached
the end of our list—which we know is also the end of the other list since they have the same
size—and then and only then can we finally return true.
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public boolean equals(Object other) {
if (other == null
! (other instanceof LinkedList)
this.size !'= ((LinkedList) other).size) {
return false;

}
ListNode p = this.head;
ListNode q = ((LinkedList) other).head;

while (p !'= null) {
if (!p.data.equals(q.data)) {
return false;

X
P = p.next;
q = q.next;
}
return true;
X
Figure 6.9: The equality method for linked lists.
6. The method

Finally we provide a method for converting lists to strings. This will return a string of the
form

(4, 2, 6, 8, 9]
for example. If the list is empty it will return

[1]

The code is shown in Figure 6.10 where we use += as a simple way of appending a string to

public String toString() {
String string = "";
string += "[";
if (head '= null) {
string += head.data;
ListNode current = head.next;
while (current !'= null) {
string += ", " + current.data;
current = current.next;
}
}
string += "1";
return string;

Figure 6.10: A toString method for linked lists.

the end of a given string. This will automatically invoke the toString method of the data
items. Possibly for lists of complex data, some other method of pretty printing might be
preferable. But this could be achieved by simply enumerating the elements of the list, using
the elements method, and then printing them in whatever form is most suitable.
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6. Code and demonstration

Links to the code presented here for linked lists, and a simple demonstration program, can
be found in the online version of these notes.
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rder

Many data structures provide sorting and searching routines. The idea of sorting presupposes
that the data items are ordered in some way. Searching does not presuppose an order, but
it is quicker to search for an item if the items have previously been sorted.

Many data types have an intrinsic ordering. This is obvious for the primitive numeric
types. Characters are also ordered by their ASCII or nicode values. This is the same as
the usual alphabetic ordering for letters of the alphabet. The ordering of characters can be
extended to the usual lexicographic ordering for strings.

When writing a sorting or searching algorithm, the nature of the elements sorted is usually
unimportant. It is only necessary to refer to their ordering relation. Here is an example.

1 inary search

Suppose we have an array of integers, previously sorted in increasing numerical order. We
want to know if some given integer is present in the array. The method shown in Figure 7.1
searches for an item in an array using binary search. The idea follows the way you might

public static boolean contains(int item, int[] array) {
int low = 0;
int high = array.length - 1;
while (low <= high) {
int mid = (low + high) / 2;
if (item < array[mid]) {
high = mid - 1;
} else if (item array[mid]) {
low = mid + 1;
} else {
return true;
}
}

return false;

Figure 7.1: A binary search method for integers.

look up a word in a dictionary. Naively, you might begin at the beginning and work through
each word in turn, comparing it with your word. But if your word is not present, and there
are  words in the dictionary, it will take  comparisons (you have to compare that word
with your word  times). If it is present, you can expect it to take some time proportional
to , depending on the assumptions made about the probable location. In any case, whether
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it is present or not, the expected number of comparisons will normally double as you double
the size of the dictionary. In other words, simple sequential search is of ( ) complexity.

In practice you are more likely to begin by looking at a word somewhere near the middle.
If that is your word, you are done. Otherwise, if your word is earlier than that word, you can
discard the second half of the dictionary. If it is later, you can discard the first half. Either
way, you now have to search a dictionary only half the previous size, and you have managed
that with just one comparison Putting it the other way round, if you doubled the size of
the dictionary you would only have to make one extra comparison. Doing it by sequential
search, you would have to double the number of comparisons. Doing it by binary search, you
just add one. This is the difference between (log ) and ( ) complexity. Notice that
this improvement was only possible because the words were assumed to be in their correct
alphabetical order in the dictionary.

Concerning the actual code, you should satisfy yourself that it really does terminate
correctly. The tricky parts are the condition

low <= high
and the assignment
mid = (low + high) / 2.

It won’t work if you use < rather than <= and you should worry about the value of mid in
the cases where low + high is odd or even. The method will return from within the while
loop if the item is present; otherwise it will exit the while loop with low  high and return
false.

2 eneric methods

The purpose of the previous example was to point out that, as written, the contains method
is limited to the search of integer arrays. If you want to search arrays of floats, you would
have to replace int by float in the parameter list

public static boolean contains(float item, float[] array)

Apart from that, in this special case, everything would be the same. The reason is that
the comparison operators < and are overloaded, and apply both to int and float. On
the other hand, if you wanted to search an array of strings, you would have to modify the
code. The operators < and do not apply to strings in Java. Instead you need to use the
String.compareTo method, which returns 0 if the strings are equal, or a positive or negative
integer depending on whether this string is later or earlier in the ordering than the other.

.2.1 The o Interfa e

It would be an advantage if we only had to write a single routine for searching an array
of objects, no matter what its elements may be. All that matters is that they provide a
method for comparing objects in that domain. Since the Java 2 release, java.lang provides
a Comparable interface with just the single method

public interface Comparable {
public int compareTo(Object o);

}
The wrapper classes for all the primitive numeric types now implement this interface, namely

Character
Byte
Short
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Integer
Long
Float
Double

The compareTo method behaves in the same way as String.compareTo. It returns a negative
integer, zero, or a positive integer according to whether this object is less than, equal to, or
greater than the specified object o.

A generic binary search method can now be written as in Figure 7.2. This generalises the

public static final boolean contains(Comparable item, Comparable[] array, int n) {
int low = 0;
int high = n - 1;
while (low <= high) {
int mid = (low + high) / 2;
int compare = item.compareTo(array[mid]);
if (compare < 0) {
high = mid - 1;
} else if (compare 0) {
low = mid + 1;
} else {
return true;
}
}

return false;

Figure 7.2: A generic binary search method.

previous method in one additional respect, namely the inclusion of the parameter n. This
is the effective length of the array. Often one uses only an initial segment of an array. The
contains method now searches for the item in array[0]..array[n-1]. Notice that both
item and array[] are of type Comparable. The local variable compare is for efficiency, since
we only want to make the comparison once. Note that the negative and positive integers
returned by an implementation of compareTo are frequently 1 and 1 but this is not
required and should not be assumed.

.2.2 Doing it yourself

You may wish to implement your own compareTo method for a particular class. In that case
there are certain algebraic conditions that you must ensure, namely that

1. sign (x.compareTo(y)) = sign (y.compareTo(x))
2. x.compareTo(y) O and y.compareTo(z) 0 imply x.compareTo(z) 0
3. x.compareTo(y) =0 implies sign (x.compareTo(z)) = sign (y . compareTo(z))

The first requires that x. compareTo (y) is positive if and only if y. compareTo (x) is negative,
and conversely, and that if either is 0 so is the other. The second implies that the order
relation is transitive: x y and y  z implies x  z. The third says that if x and y are
“equal” in the ordering, they should compare in the same way with any other object in the
domain.

It is not required that to be equal in the ordering two objects should in fact be equal.
Nonetheless the jdk reommends that x.compareTo(y) should have the value 0 if and only if
x.equals(y) is true. An implementation which violates this condition is encouraged to give
a clear indication of the fact by saying
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Note: this class has a natural ordering that is inconsistent with equals.

Equality of two objects should imply that they are equal in the ordering. But do not be
inhibited from using an ordering in which distinct objects may be equal in the ordering, if it
serves a useful purpose.
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An important linked data structure is the binary tree. This has the following property

(B) A binary tree is either empty, or else consists of some data item together with a left
and right descendant binary tree.

One of the most useful types of binary tree is a binary search tree, for example
21

10 40
31 42

22 35

(S) A binary search tree is a binary tree in which the value stored at each node of the
tree is greater than the values stored in its left subtree and less than the values stored
in its right subtree.

Binary search trees can be constructed with other types of data. All that matters is that the
data items can be compared with regard to order.

If we want to find out whether a given object is present in a binary search tree, we can
proceed as follows. Suppose the item is the number 39. Beginning at the root of the tree,
we see that 39 is greater than 21, so that if 39 is present in the tree, it must occur in the
right hand sub-tree because of the (S) property. Since 39 is less than 40, it must occur in
the left-hand sub-tree of the tree rooted at 40. We next compare 39 with 31, move to the
right and finally compare 39 with 35. Since 39 is greater than 35, it must occur in the right
hand sub-tree of the tree rooted at 35, if it occurs at all. But the right-hand sub-tree at 35
is empty, and nothing occurs in the empty tree. We have therefore established that 39 is not
present in the tree.

Note that all the comparisons made occurred on a path through the tree, beginning at
the root and ending at one of the leaves. For efficiency, binary search trees are much more
useful if they are balanced. This means that the path lengths from the root node to each
of the leaf nodes are roughly the same. The tree shown above is not as well balanced as it
could be. The same data could just as well be stored in the balanced tree

31
21 40

10 22 35 42

There are several algorithms for re-balancing binary search trees. These will be discussed in
a later course.

41
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1 a a implementation

Our representation of binary search trees will seek to implement directly the structural prop-
erty (B) above. The constructors for this class will ensure that the order property (S) is
maintained, and the methods of the class will exploit this property. Before beginning, we
take a detour to remind ourselves of some ideas of inheritance and polymorphism in Java.

.1.1 Abstra t lasses

Consider a world in which there are just two types of object, namely circles and squares. We
can think of this as a world of shapes. The idea of shape, however, is abstract. We cannot
instantiate a bare shape; we can only instantiate a specific shape, either a circle or a square.
Both circles and squares, however, are instances of shapes. For example we can ask for the
area of a shape, whether it is a circle or a square. The shape class is thus the union of the
circle and square classes.

Java deals with situations like this by using the notion of an abstract class, which can be
defined as follows.

public abstract class Shape {
public abstract double area();

}

For simplicity the Shape class provides just the single area method. The concrete Circle
and Square classes are now defined as extensions of the Shape class.

public class Circle extends Shape {
private double radius;

public Circle(double radius) {
this.radius = radius;

}

public double area() {
return Math.PI * radius * radius;

¥

and

public class Square extends Shape {
private double side;

public Square(double side) {
this.side = side;
}
public double area() {
return side * side;
}
}

Both sub-classes provide constructors, which take as argument the critical dimension. Note
that because the Circle and Square classes both extend the Shape class, any instance of a
circle or a square is in fact an instance of a shape, and hence a legitimate value for a variable
of Shape type.

A simple application would be as follows:
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Shape s1 = new Circle(1.0);
Shape s2

new Square(1.0);

System.out.println(sl.area());
System.out.println(s2.area());

Both s1 and s2 are declared to be of type Shape, rather than of the more specific Circle or
Square types. At run-time, however, s1 and s2 will know themselves to be of one or other of
the more specific types, because of the way they have been constructed, so that it is known
which area method to call.

.1.2 Em ty trees and node trees

With this background in mind we can now implement the idea expressed in the defining
property (B) above. This says that a binary tree is either an empty tree or consists of data
together with a pair of binary trees. Let us call the latter sort of tree a NodeTree. Then a
binary search tree, which we now call a SearchTree, is either an EmptyTree or a NodeTree,
just as a Shape was either a Circle or a Square.

Our Java class definitions will now look as follows. The beginning of the abstract
SearchTree class will be

public abstract class SearchTree {

public static SearchTree empty() {
return new EmptyTree();

}
public abstract boolean isEmpty();

. more methods

}

This will have two extensions, one for EmptyTree and one for NodeTree. The EmptyTree
extension will begin

class EmptyTree extends SearchTree {
protected EmptyTree() {2}

public boolean isEmpty() {
return true;

}

. more methods

}
The NodeTree extension will begin

class NodeTree extends SearchTree {

private Comparable data;
private SearchTree left;
private SearchTree right;

protected NodeTree(Comparable item) {
data = item;
left = emptyQ);
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right = empty();
}

public boolean isEmpty() {
return false;

¥

. more methods

.1.3 Dis ussion

There is a fair amount to be taken in here. Let’s begin with something simple. The abstract
SearchTree class promises an isEmpty method. This remains an abstract method in the
SearchTree class because it will be implemented differently in the two sub-classes, just as
area was implemented differently for shapes. We see that EmptyTree implements this by
always returning true, and NodeTree by always returning false.

The second point to note is that SearchTree provides a static empty method, which re-
turns an empty tree. This can be used in an application to declare and initialise a SearchTree
variable such as

SearchTree t = SearchTree.empty();

The empty method just calls the EmptyTree constructor which itself has an empty body. In
fact, it is not necessary to include this constructor in the EmptyTree class explicitly. The
only purpose of including it is to give it protected status. The EmptyTree class ought not
to be instantiated directly by a client of the SearchTree class. We want it to be instantiated
only through a call to the public SearchTree.empty method. In fact, neither of the two
subclasses EmptyTree or NodeTree is intended to be instantiated directly by the client, hence
the protected status for the NodeTree constructor as well.

Turning now to the NodeTree class, we see have it has three private instance variables;
data which must be a Comparable, and a left and right sub-tree, each of which is itself a
SearchTree. The data item must implement the Comparable interface, because our insertion
and searching routines will make use of the order property (S) at the beginning. Note also
that the left and right sub-trees are declared to be of type SearchTree rather than NodeTree.
This allows them to be instances of either NodeTree or EmptyTree in a particular case.

The NodeTree constructor takes a single item or type Comparable as parameter, and
assigns this to the data instance variable. It assigns an empty tree to each of the left and
right sub-trees. This constructor is only for our own implementation purposes, and although
other variants are possible this is sufficient. Note that as written, we assign a new empty tree
to each of left and right whenever the constructor is called. This is somewhat inefficient
in both space and time. It is really only necessary to have a single empty tree. In the on-line
code you will find the following:

private static SearchTree empty = empty();

protected NodeTree(Comparable item) {
data = item;
left = empty;
right = empty;

}

Here we have defined a single static constant empty for private use, and this constant is used
in the NodeTree constructor.
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.2 The abstract class

We now fill in the details of the full abstract SearchTree class whose methods are shown
in Figure 8.1. This is effectively an interface for the SearchTree class. All the methods are

public abstract class SearchTree {

public static SearchTree empty() {
return new EmptyTree();

}
public abstract boolean isEmpty();
public abstract int nrNodes(Q);
public abstract boolean contains(Comparable item);
public abstract SearchTree add(Comparable item);
public abstract SearchTree remove(Comparable item) ;
public abstract Enumeration elementsInOrder();
public abstract Enumeration elementsLevelOrder();
public abstract String toString();

Figure 8.1: The abstract SearchTree class.

declared to be abstract, except the first, and therefore must be implemented appropriately
by both the EmptyTree and NodeTree subclasses.

We have already discussed the first two methods. The next method nrNodes returns the
number of nodes in the tree. There are then three methods contains, add and remove which
have an obvious meaning. Each of them takes an item of type Comparable as parameter.
The first checks whether the item is present, returning true or false as the case may be.
The second inserts the item in its correct place in the tree, and the third removes it. Both the
add and remove methods must, of course, ensure that the ordering property (S) is preserved.

Note especially that both the add and remove methods return a SearchTree, namely
the tree obtained by inserting or removing the item. Simple code for insertion therefore looks
like

t = t.add(item);

assuming that t is properly declared and initialised. But beware Java will allow you to
write the line

t.add(item);

and much work may take place when executing this line of code. But, at the end, t will still
reference the original tree before the insertion took place, unless the explicit reassignment to
t is made.

The are then two methods, elementsInOrder and elementsLevelOrder, which return

an Enumeration. Briefly, the in-order enumeration enumerates the data elements of a
binary search tree in increasing order. Thus both of the trees
21 31
10 40 21 40
31 42 10 22 35 42
22 35

shown previously would have in-order enumerations as

10, 21, 22, 31, 35, 40, 42
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The level-order enumeration enumerates the elements of each level in turn. Thus the first
tree is enumerated in level-order as

21, 10, 40, 31, 42, 22, 35
while the second tree is enumerated as
31, 21, 40, 10, 22, 35, 42

It would be simple to include pre-order and post-order enumerations, but we have omitted
them for brevity.

The final method is the toString method which returns a string that represents the tree.
This will override the Object.toString method.

3 and implementations

We now examine the implementation of these abstract methods, looking at the EmptyTree
and NodeTree implementations in parallel.

3.1 is ot

We have already seen how isEmpty is implemented for both EmptyTree and NodeTree.
isEmpty () simply returns true for an EmptyTree and false for a NodeTree.

3.2 No s

The nrNodes method is simple for the EmptyTree class. An empty tree has no nodes, so we
have

public int nrNodes() {
return 0O;

}
In the NodeTree class, however, we implement the nrNodes method recursively as follows:

public int nrNodes() {
return left.nrNodes() + right.nrNodes() + 1;
}

In other words, the number of nodes in a NodeTree is one more than the sum of the numbers
of nodes in its left and right subtrees.

3.3 otis

The contains method is again simple for EmptyTree. Nothing is present in the empty tree,
so we have

public boolean contains(Comparable item) {
return false;

}

In the NodeTree class, however, we have to implement the algorithm described at the begin-
ning of these notes, which we do recursively.

public boolean contains(Comparable item) {
int compare = item.compareTo(data);
if (compare < 0) {
return left.contains(item);
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} else if (compare 0) {
return right.contains(item);
} else {
return true;
}
}

This returns true if the third case (compare == 0) occurs before we arrive at an EmptyTree.
Otherwise the method returns false when it is eventually called for an empty tree. Note
that, if the item is not found, eventually either left or right is an EmptyTree and therefore
either left.contains or right.contains is the contains method of the EmptyTree class.

3.4

The add method does something substantial for empty trees.

public SearchTree add(Comparable item) {
return new NodeTree(item);

}

This constructs a new NodeTree with the item in its data field, with empty left and right
subtrees, and returns it. In fact every insertion is ultimately done in this way. For the
NodeTree class we have

public SearchTree add(Comparable item) {
int compare = item.compareTo(data);
if (compare < 0) {
left = left.add(item);
} else if (compare 0) {
right = right.add(item);
}
return this;

}

Note that ultimately this is returned, i.e. the reference is unchanged, but that the left
or right subtrees may have changed. Assuming the item is not already present in the
tree, eventually left or right will be empty and the add method called will be from the
EmptyTree class. If the item is already present, nothing happens and the original tree is
returned. (Other approaches are possible, but this is the simplest.)

3.5 o

We use a simple approach to removing an item from an EmptyTree

public SearchTree remove(Comparable item) {
return this;

}

The item is not present, so there is nothing to do. But we have to return a SearchTree, so
we just return this.

The problem of removing an item from a NodeTree is quite delicate. The problem is, of
course, to maintain the ordering property (S). This means rearranging the tree, and there is
no unique solution to this. In general it is desirable to maintain a good balance to the tree.
Here we shall just be satisfied to remove the item and maintain the ordering property.

Suppose that we wish to remove the item 21 from the original binary search tree
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21
10 40
31 42

22 35

Some item other than 21 will have to be at the root of the new tree, and it will have to be
larger than all elements in the current left sub-tree of 21 and smaller than all elements in the
current right sub-tree of 21. A simple solution we adopt is to replace 21 by the smallest item
in the right sub-tree, and then to delete that item from the right sub-tree, leaving the tree

22
10 40
31 42

35

This is sure to preserve the ordering property. We are left with the tasks of defining supple-
mentary procedures for finding the smallest element in a tree and then deleting that element.
But they are both very easy to write. One final point to make is that, if there is no right
hand sub-tree, it is very easy to delete the item at the root. You just replace the root by the
left sub-tree. So, if the tree had begun as

21

10

we should just have replaced the root by the left hand sub-tree, consisting of the single node
10. Note that we could just as well have gone to work on the left sub-tree, i.e. replace the
item by the largest element in its left sub-tree etc. We just choose the right for definiteness.

The code for removing an item from a NodeTree is shown in Figure 8.2 together with
the two auxiliary private methods. You are advised to work through this code, bearing in
mind the previous discussion of the algorithm. Note that these procedures have been written
recursively. The basic remove method descends recursively through the tree until either an
EmptyTree is encountered, or the item is found (compare == 0). If the item is found, either
the right subtree at this node is empty, in which case we return the left subtree or, if
the right subtree is not empty, the auxiliary methods findMin and removeMin are invoked,
which are themselves recursive methods.

Note also the type coercion in, for example,

data = ((NodeTree) right).findMin();

The reason is that the methods findMin and removeMin are only needed for non-empty trees,
and we only define them in the NodeTree class. If you were to write

data = right.findMin();
you would get an error message
findMin() not found in class SearchTree

Note also that we only force this type coercion after we have checked that the tree in question
is not empty.
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private Comparable findMin() {
if (left.isEmpty()) {
return data;
} else {
return ((NodeTree) left).findMin();
}
}

private SearchTree removeMin() {
if (left.isEmpty()) {
return right;
} else {
left = ((NodeTree) left).removeMin();
return this;

}

public SearchTree remove(Comparable item) {
int compare = item.compareTo(data);

if (compare == right.isEmpty()) {
return left;
} else {

if (compare < 0) {
left = left.remove(item);
} else if (compare 0) {
right = right.remove(item);
} else {
data = ((NodeTree) right).findMin();
right = ((NodeTree) right).removeMin();
}

return this;

Figure 8.2: A simple removal method for binary search trees.
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.4 En merations

We now come to the implementation of the two enumeration methods. This is how they are
specified in the SearchTree class definition:

public abstract Enumeration elementsInOrder();

public abstract Enumeration elementsLevelOrder();

In both cases (or for PreOrder, PostOrder etc) we have to write a method that returns an
Enumeration, i.e. a member of a class implementing the interface

public interface Enumeration {
boolean hasMoreElements() ;
Object nextElement();

}

and we have to do this both for the EmptyTree class and for the NodeTree class.

For the EmptyTree class, this is a formality: it is never true that an empty tree has more
elements, and a call for the next element should always throw an exception. In fact this
is true of any empty structure, and we define a constant empty enumeration in Figure 8.3
together with the two SearchTree enumerations for the EmptyTree subclass.

private static Enumeration theEmptyEnumeration =
new Enumeration() {
public boolean hasMoreElements() {
return false;
}
public Object nextElement() {
throw new NoSuchElementException();
}
s

public Enumeration elementsInOrder() {
return theEmptyEnumeration;

}

public Enumeration elementsLevelOrder() {
return theEmptyEnumeration;

}

Figure 8.3: The two SearchTree enumerations for the EmptyTree subclass.

5 for the class

Implementation of these enumerations for the NodeTree class is harder work. We shall deal
with the level order traversal first, because the code is shorter. It is shown in Figure 8.4.

As for our LinkedList.elements method, we code elementsLevelOrder to return a
new instance of a locally defined anonymous class. The class implements the Enumeration
interface, so it has to implement the hasMoreElements and nextElement methods. It does
this by using its own private queue. For definiteness we have used the array implementation
of a queue. The queue q is initialised by enqueuing the tree we are about to enumerate. Note
the need for the qualified NodeTree.this. If we used this on its own, it would refer to this
Enumeration.
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public Enumeration elementsLevelOrder() {
return new Enumeration() {
private Queue q = new QueueArray();
{
q.enqueue (NodeTree.this) ;
}
public boolean hasMoreElements() {
return !q.isEmpty();
}
public Object nextElement() {
NodeTree root = (NodeTree) q.dequeue();
if (lroot.left.isEmpty()) {
q.enqueue (root.left);
}
if ('root.right.isEmpty()) {
q.enqueue(root.right) ;
}

return root.data;

Figure 8.4: Implementation of level order tree traversal.

The core of the algorithm is in the nextElement method. This returns the data from
the node at the head of the queue, and places the left and right subtrees in the queue for
processing. When the left subtree comes to be processed, its own children will be placed in
the queue, but behind the right subtree of the original parent tree. In this way the nodes are
enumerated according to their depth in the tree, from left to right.

.6 for the class

Consider the following simple printing routine for elements of a binary search tree:

public void printTree() {
left.printTree();
System.out.println(data);
right.printTree();

}

This is for a NodeTree; for an EmptyTree we just have
public void printTree() {}

For an empty tree, we do nothing. For a non-empty tree, we print the left subtree, then print
the current data item, and then print the right subtree. This will have the effect of printing
a binary search tree in increasing order. The method is recursive and, when implemented,
uses a stack of postponed method calls to visit each node of the tree in turn.

Here we implement the stack directly, returning the item currently at the top of the stack.
This can then be used for any purpose, not just for printing the tree. The stack needs to
hold two components in each stack node. It needs the tree (or subtree) we are currently
processing, together with a flag to indicate whether we are ready to return the data item at
its root. We therefore define the class

private class StackItem {
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NodeTree root;

boolean ready;

StackItem(NodeTree root, boolean ready) {
this.root = root;
this.ready = ready;

}
for private use in the stack. The code for the enumeration is then given in Figure 8.5. Note

public Enumeration elementsInOrder() {
return new Enumeration() {
private Stack s = new StackArray();
{
s.push(new StackItem(NodeTree.this, false));
}
public boolean hasMoreElements() {
return !s.isEmpty(Q);
}
public Object nextElement() {
StackItem next = (StackItem) s.pop();
while (!next.ready) {
NodeTree root = next.root;
if (!'root.right.isEmpty()) {
s.push(new StackItem((NodeTree) root.right, false));
}
s.push(new StackItem(root, true));
if (lroot.left.isEmpty()) {
s.push(new StackItem((NodeTree) root.left, false));
}
next = (StackItem) s.pop();
}

return next.root.data;

Figure 8.5: Implementation of in-order tree traversal

that a StackItem has a NodeTree as an instance variable, rather than a SearchTree, so that
we must use type coercion in expressions like

new StackItem((NodeTree) root.right, false);

The basic idea of the nextElement method is this. First we pop the next item off the stack. If
it is “ready” we return the root data value. Otherwise we push new items onto the stack until
the top item is ready, and then we return its root data value. The distinction between being
“ready” and not being “ready” enables us to use a NodeTree both to indicate a tree to be
processed (not ready) and a root value to be printed (ready). The best way of understanding
the algorithm is just to walk through its execution for a simple tree.

Note that the last two commands in the while loop consist of a push followed by a pop.
It is possible to avoid this inefficiency at the cost of complicating the code. The modifications
needed will be different for pre-order, post-order and in-order traversals. You can see how
this might be implemented in the more complicated code of 18.4 of the Weiss textbook.
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. The method

Where possible, every class should provide a toString method, which overrides the method
of the Object class. For trees, the string should indicate both the contents and the structure
of the tree. For the EmptyTree class we output the empty string

public String toString() {
return "";

}

For the NodeTree class we use the method shown in Figure 8.6. This is not the shortest

public String toString() {

if (!left.isEmpty() 'right.isEmpty()) {
return "(" + left + " " + data + " " + right + ")";
} else if (!left.isEmpty()) {
return "(" + left + " " + data + " .)";
} else if (!right.isEmpty()) {
return "(. " + data + " " + right + ")";
} else {
return data.toString();
}
}

Figure 8.6: The toString method for binary trees.
representation but it produces strings that are reasonably clear. This prints a period “.” to
indicate an empty left or right subtree. The tree

31
21 40

10 22 35 42
will be printed as

(10 21 22) 31 (35 40 42)

since every subtree has either two or zero subtrees. The tree
21

10 40
31 42

22 35
will be printed as

(10 21 ((22 31 35) 40 42))

After removing 21 using the remove method this becomes
22

10 40
31 42

35
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which will be printed as
(10 22 ((. 31 35) 40 42))

since the node storing 31 now has no left subtree.

. Disc ssion

You may find this Java implementation of binary search trees somewhat complicated, specif-
ically the use of an abstract SearchTree class having concrete extensions EmptyTree and
NodeTree. A more common approach would be similar to the treatment of the LinkedList
class given previously. In that case we should begin with the idea of a TreeNode class

class TreeNode {
Comparable data;
TreeNode left;
TreeNode right;

TreeNode(Comparable data,...) {
this.data = data;

corresponding to the previous idea of a ListNode. The SearchTree class would then be a
concrete, fully implemented class, having it own private TreeNode:

public class SearchTree {
private TreeNode root;

SearchTree() {
root = null;

An empty SearchTree would be one whose private root was equal to the null refer-
ence. However, when it comes to writing recursive methods for this implementation of a
SearchTree, you will find there are complications which we have managed to avoid. The
reason, it can be argued, is that our implementation is algebraically more correct. Further-
more it avoids the use of the null reference as representative of an empty tree, which is a
trick some purists deplore. In any case, you may find the present implementation simpler
rather than more complicated. Finally, note that it is possible, and arguably preferable,
to give a corresponding implementation to the LinkedList class, which would become an
abstract class, having two concrete extensions EmptyList and NodeList. Enthusiasts may
like to implement this for themselves.

. Code and demonstration

Links to the code presented here for binary search trees, and a simple demonstration program,
can be found in the online version of thesse notes.
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